SOLUTIONS - CIS209 - INTERNAL - 2004

QUESTION 1


Part 1

Define the following terms (one or two sentences per term): 

a) Data








[1]
b) Database








[1]
c) Database Management System





[1]
d) Security 








[1]
e) Integrity 








[1]
f) Views. 








[1]
Data: For end users, this constitutes all the different values connected with the various objects/entities that are of concern to them.

Database: A shared collection of logically related data, and a description of this data, designed to meet the information need of an organization.

Database Management System: A software system that enables users to define, create, maintain, and control access to databases.

Security: The protection of the database from unauthorized users, which may involve passwords and access restrictions.

Integrity: The maintenance of the validity and consistency of the database by use of particular constraints that are applied to the data.  

Views:
These present only a subset of the database that is of particular interest to a user. Views can be customized, for example, field names may change, and they also provide a level of security preventing users from seeing certain data.  

Marking scheme: award 1 mark per correctly defined term.

Part 2

Describe the concept of data independence in the three-level ANSI/SPARC architecture of database management system.  Illustrate the concept with examples.


[4]

There are two kinds of data independence, namely logical and physical. The logical independence refers to the immunity of the external schemas to changes in the conceptual schema. Fore example changes such as the addition or removal of new entities, attributes or relationships, should be possible without having to change the external schema or to rewrite the application programs. 

The physical independence refers to the immunity of the conceptual schemas to changes in the internal schema. For example using different file organisations or storage structures, using different storage devices, modifying indexes should be possible without having to change the conceptual or external schemas.

Marking scheme: award 2 marks for the description of data and physical independence.
Part 3

Informally define each of the following concepts in the context of the relational data model:

a) Relation








[1]

b) Intension 








[1]

c)   Cardinality
.







[1]
a) Relation: is a table with columns and rows in which structured data is stored.

b) Intension: is the structure of a relation plus the domains and the restrictions on possible values, which, in general, is fixed in time.

c) Cardinality (of a relation):  is the number of tuples in the relation.

Marking scheme: award 1 mark per appropriate answer.

Part 4

a) Describe in brief the approach taken to the handling of data in the early file-based systems. Discuss the disadvantages of this approach.




[3]

b) Describe in brief the main characteristics of the database approach and contrast it with the file-based approach.







[3]

a) Focus was on applications for which programs would be written, and all the data required would be stored in a file or files owned by the programs.

Each program was responsible for only its own data, which could be repeated in other program’s data files. Different programs could be written in different languages, and would not be able to access another program’s files. This would be true even for those programs written in the same language, because a program needs to know the file structure before it can access it.

b) Focus is now on the data first, and then the applications. The structure of the data is now kept separate from the programs that operate on the data. This is held in the system catalog or data dictionary. Programs can now share data, which is no longer fragmented. There is also a reduction in redundancy, and achievement of program-data independence.

Marking scheme: award 3 marks for each item, if correct/complete answers are provided.

Part 5

Explain the function of each of the clauses of a SELECT statement.  


[6]


FROM

Specifies the table or tables to be used.


WHERE

Filters the rows subject to some condition.


GROUP BY
Forms groups of rows with the same column value.


HAVING

Filters the groups subject to some condition.


SELECT

Specifies which columns are to appear in the output.


ORDER BY 
Specifies the order of the output.

Marking scheme: Award 1 mark for explaining the function of each clause in SELECT statement, up to 6 marks.
QUESTION 2


Consider the database formed by the following tables:

Hotel

(hotelNo, hotelName, city)

Room

(roomNo, hotelNo, type, price)

Booking

(hotelNo, guestNo, dateFrom, dateTo, roomNo)

Guest

(guestNo, guestName, guestAddress)

where
Hotel contains hotel details and hotelNo is the primary key; Room contains room details for each hotel and (roomNo, hotelNo) forms the primary key; Booking contains details of the bookings and (hotelNo, guestNo, dateFrom) forms the primary key; and Guest contains guest details and guestNo is the primary key.

Part 1

a) Define the notion of foreign key.






[1]

b) Choose the foreign keys in the table Room and write the SQL command for the creation of this table, including the definition of the primary and foreign keys.

[4]

a) The foreign key is a set of attributes within one table (called referencing table) that matches the candidate key of some table, possibly the same (called referred table).

b) HotelNo in table Room can be a foreign key pointing to the table Hotel (matching the primary key hotelNo).


CREATE TABLE Room(


RoomNo INTEGER,


HotelNo VARCHAR, 


Type VARCHAR,


Price DECIMAL,


PRIMARY KEY (RoomNo, HotelNo),


FOREIGN KEY(HotelNo) REFERENCES Hotel ON DELETE CASCADE);
Marking scheme: Award 1 mark for a correct definition of the foreign key, and 4 marks for the appropriate choice of the foreign key and the creation of the Room table (if the primary key is not included in the creation command deduct 1 mark; deduct either 1 mark if the foreign key is not included in the command but specified in words, or 2 marks if the foreign key is not specified at all). 

Part 2

Write the following SQL queries. Note that CURRENT_DATE in SQL commands provides the current date. 











List full details of all hotels.







[2]

List the names and addresses of all guests from London, alphabetically ordered by name.
[2]

List the bookings for which no dateTo has been specified.



[2]

What is the average price of a room? 






[2]
What rate is paid for the least expansive room in each hotel? (display hotel name, hotel number and rate)









[3]
How many different guests have made bookings for August?



[3]

List all guests currently staying at the Grosvenor Hotel. 




[3]

What is the total income from bookings for the Grosvenor Hotel today?


[3]

a) List full details of all hotels.


SELECT * FROM Hotel;

b) List the names and addresses of all guests from London, alphabetically ordered by name.


SELECT guestName, guestAddress FROM Guest WHERE address LIKE ‘%London%’ 


ORDER BY guestName;

c) List the bookings for which no dateTo has been specified.


SELECT * FROM Booking WHERE dateTo IS NULL;

d) What is the average price of a room? 


SELECT AVG(price) FROM Room;

e) What rate is paid for the least expansive room in each hotel? (display hotel name, hotel number and rate)


SELECT HotelName, Hotel No, MIN(PRICE) FROM ROOM, HOTEL


WHERE Room.HotelNo=Hotel.HotelNo


GROUP BY HotelName, HotelNo;

f) How many different guests have made bookings for August?


SELECT COUNT(DISTINCT guestNo) FROM Booking 


WHERE (dateFrom <= DATE’2004-08-01’ AND dateTo >= DATE’2004-08-01’) OR 



(dateFrom >= DATE’2004-08-01’ AND dateFrom <= DATE’2004-08-31’);

g) List all guests currently staying at the Grosvenor Hotel. 

SELECT * FROM Guest 


WHERE guestNo = 




(SELECT guestNo FROM Booking




WHERE dateFrom <= CURRENT_DATE AND 





dateTo >= CURRENT_DATE AND





hotelNo = 






(SELECT hotelNo FROM Hotel






WHERE hotelName = ‘Grosvenor Hotel’));

h)  What is the total income from bookings for the Grosvenor Hotel today?


SELECT SUM(price) FROM Booking b, Room r, Hotel h


WHERE (dateFrom <= CURRENT_DATE AND 



dateTo >= CURRENT_DATE) AND



r.hotelNo = h.hotelNo AND r.roomNo = b.roomNo AND 



hotelName = ‘Grosvenor Hotel’;

Marking scheme: Award 2 marks for each correct query from (a) to (d) and 3 marks for each correct query from (e) to (h). 

QUESTION 3


Part 1
Describe (in one or two statements) what attributes represent in an ER model. Provide examples of simple, composite, single valued, multi-valued, and derived attributes. Justify your examples. [5]

An attribute represents a property of an entity or a relationship type. They can be of the types provided in the examples below.

Examples:

Simple:
position or salary attribute of a table Staff (they have atomic values).

Composite:
address attribute composed of street, city, and postcode attributes.

Single-valued:
branchNo attribute of a table Branch.

Multi-valued:
telNo attribute of Branch (multiple telephone numbers can be provided).

Derived:
duration of a rental, whose value is calculated from two other attributes representing the start date rentStart and the finish date rentFinish, both present in the table schema.

Marking scheme: Award 1 mark per example. Deduct 1 mark if the notion of attribute is not explained. 

Part 2

Describe very briefly (up to three statements per notion) how fan and chasm traps can occur in an ER model and how they can be resolved.





[4]

A fan trap occurs where a model represents a relationship between two entity types, but the pathway between certain entity occurrences is ambiguous. Resolve the fan trap by restructuring the original ER diagram to represent the correct association between these entities.

A chasm trap occurs where a model suggests the existence of a relationship between entity types, but the pathway does not exist between certain entity occurrences. A chasm trap may occur where there are one or more relationships with optional participation. Resolve the chasm trap by identifying the missing relationship.

Marking scheme: Award 2 marks for the description of each of the trap types.

Part 3

The following is a case study describing the data requirements for a video rental company. The video rental company has several branches throughout a country. The data held on each branch is the branch address made up of street, city, state, and zip code, and the telephone number. Each branch is given a branch number, which is unique throughout the company. Each branch is allocated a number of staff members, including a Manager. The Manager is responsible for the day-to-day running of a given branch. The data held on a member of staff is his or her name, position, and salary. Each member of staff is given a staff number, which is unique throughout the company. Each branch has a stock of videos. The data held on a video is the catalogue number, video number, title, category, daily rental, cost, status, the names of the main actors, and the director. The catalogue number uniquely identifies each video. However, in most cases, there are several copies of each video at a branch, and the individual copies are identified using the video number.  A video is given a category such as Action, Adult, Children, Drama, Horror, or Sci-Fi. The status indicates whether a specific copy of a video is available for rent. Before hiring a video from the company, a customer must first register as a member of a local branch. The data held on a member is the first and last name, address, and the date that the member registered at a branch. Each member is given a member number, which is unique throughout all branches of the company.  Once registered, a member is free to rent videos, up to maximum of ten at any one time.  The data held on each video rented is the rental number, the full name and number of the member, the video number, title, and daily rental, and the dates the video is rented out and date returned.  The rental number is unique throughout the company.

a) Identify the main entity types and relationship types of the video rental company.
[8]

b) Identify attributes and associate them with entity or relationship types. Choose the primary keys for each (strong) entity type. 






[4]

c) Draw an ER diagram for this description, representing the multiplicity constraints. Do not include all the attributes in entities, but only the primary keys.



[4]  

a) Entities:

Video, VideoForRe (corresponds to the copies available for a given video), Member, Registration, Branch, Staff, RentalAgreement. 

Relationships:

Member Requests RentalAgreement

VideoForRent IsPartOf RentalAgreement

Members Agrees for a Registration

Branch Has Staff

Staff (Manager) Manages Branch

A Branch IsAllocated VideoForRent

A Branch Accepts Registration (of Members)

Video Has VideoForRent copies

b) Attributes:

Video: catalogNo (PK), videoNo, title, category, dailyRental, cost, status, actorNames, director
VideoForRe: videoNo (PK) 

Member: memberNo (PK), firstName, lastName, address, registration_date
Branch: branchNo (PK), address, telephoneNo
Staff: staffNo (PK), name, position, salary
RentalAgreement: RentalNo (PK)

Registration: date
c)

Marking scheme: Award up to 8 marks for extracting the entities and relationships from the description, up to 4 marks for the attributes and 4 marks for a complete diagram. Deduct up to 2 marks if the primary keys are not provided, and up to 3 marks if multiplicity constraints are absent or not represented correctly. 

Question 4
[25]

Part 1
Consider the following relation. It stores information about patients being seen by doctors for different symptoms.

	patient
	address
	symptom
	date
	doctor
	speciality
	app_date
	surgery
	diagnosis


Each patient has a unique address. Each doctor has just one speciality. A patient may have more then one symptom at different dates. ‘date’ refers to the occurrence of a symptom. Even the same symptom may occur a different dates. For a given symptom, a patient sees always the same doctor. However, a doctor may see different patients with different symptoms. For each occurrence (date) of a symptom, a patient sees the doctor only once, namely on ‘app_date’ (appointment date). An appointment takes place in one surgery and ends up with one diagnosis. 

In each of the expressions below, substitute the question marks with sets of attributes from the above relation to obtain expressions representing functional dependencies (FDs). The FDs should be irreducible and should not be trivial.
[5]

? ( address

doctor ( ?

patient, symptom ( ?

patient, symptom, date ( ?

? ( diagnosis 
Answer

patient ( address
[1]

doctor ( speciality
[1]

patient, symptom ( doctor
[1]

patient, symptom, date ( app_date, surgery, diagnosis
[1]

If any combination of the three fields – ‘app_date’, ‘surgery’ and ‘diagnosis’ appears on the right hand side of the above FD, award 1 mark.

patient, symptom, date ( diagnosis
[1]


TOTAL [5]

Part 2
Give an example of an update anomaly using the relation described above. Accompany the example by a brief explanation.
[5]

Answer

The relation is not in BCNF, therefore update anomalies may occur. 

insertion anomaly: insert new appointment – explanation: when a new appointment is inserted for an existing patient, the address of the patient has to be entered again; this value (of the address filed) may be different from existing values, previously stored

modification anomaly: modify address of patient – explanation: the address of a patient may be modified in one tuple, but left unchanged in another tuple (for patients who have more than one appointments);  

deletion anomaly: delete tuple representing appointment – explanation: if a tuple representing an appointment is removed, and if the patient of that appointment did not have other appointments, then the address of the patient is also removed

Any of the above answers should lead to full marks. Note that other examples, too, can be constructed. 

Part 3
Consider the following relation. It stores information about drug treatments given to patients. ‘administration’ refers to whether the drug is taken orally, by injection, etc. ‘start’ and ‘end’ represent the dates when a treatment starts and ends. If the ‘dosage’ is high, certain drugs require special diets. 

	patient
	drug_id
	drug_name
	administration
	start
	end
	dosage
	special_diet


Consider the following functional dependencies: 

drug_id ( drug_name

drug_id ( administration


(patient, drug_id) ( start, end, dosage


(drug_id, dosage) ( special_diet

Assume they completely express all the functional dependencies existing in the given relation (i.e., the other are either trivial or can be deduced from the given ones). 

The given relation is not in BCNF. Decompose/transform (non-loss) it into a set of relations in BCNF. Explain how you apply Heath’s theorem for each decomposition you make. State the end result clearly. Also, state the candidate keys for each resulting relation and show whether they are or are not in BCNF.

Answer

(1) Heath’s theorem for R (the initial relation) based on 

‘drug_id ( drug_name, administration’ leads to:

R1 (drug_id, drug_name, administration)
CK/PK : (drug_id)

R2 (patient, drug_id, start, end, dosage, special_diet)


CK/PK : (patient, drug_id)

R1 is in BCNF 

R2 is not in BCNF, due to ‘drug_id, dosage ( special_diet’


All of the initial FDs have been expressed.

(2) Heath’s theorem for R2, based on either ‘drug_id, dosage ( special_diet’ or ‘patient, drug_id ( start, end, dosage’ leads to:

R21 (patient, drug_id, start, end, dosage)
CK/PK : (patient, drug_id)

R22 (drug_id, dosage, special_diet)
CK/PK : (drug_id, dosage)

R21 is in BCNF

R22 is in BCNF

All of the initial FDs have been expressed.

Final Result:

(drug_id, drug_name, administration) 

(patient, drug_id, start, end, dosage) 

(drug_id, dosage, special_diet)

Award 5 marks for step (1) and 5 marks for step (2): per step, award: 1 mark for Heath’s theorem / decomposition, 2 marks for correctly specifying the relations (one per relation), 1 for the key for both relations, and 1 for correctly checking the BCNF form. 


Note that the FDs do not have to be considered in the order considered above. Any order leads to a two step decomposition process. However, if ‘patient, drug_id ( start, end, dosage’ is considered either at the first or the second step, then the solution will be:

(patient, drug_id, start, end, dosage)    CK (patient, drug_id)

(drug_id, drug_name, administration)   CK (drug_id)

(patient, drug_id, special_diet)   CK (patient, drug_id, special_diet)

which is not as good as the former.

Any correct normalisation should be awarded full marks (if the process is described as above). Deduct 1 mark if the final answer is not explicitly stated. Deduct 2 1 mark if instead of (drug_id, drug_name, administration) the student proposes (drug_id, drug_name) and (drug_id, administration).

Alternatively, award 3 marks for the correct set of normalised relations and 1 mark for a correct statement of candidate keys— this means that the student had an intuition of the correct answer. The rest of 6 marks should be awarded for a correct normalisation process.

Part 4 
Consider the following relation, referring to the final year projects of students: 

	student
	project
	prototype
	result


‘student’ is the only candidate key of the relation. Each project has a unique prototype associated with it. Consider the following decompositions. 

	student
	project
	result
	    
	
	
	student
	project
	result


	student
	prototype
	
	
	project
	prototype


                 (A)                                                                        (B)

Is either of them better than the other one? Explain your answer.
[5]

Answer

Solution (B) is better than solution (A), although the relations of each solution are in BCNF. In solution (A), the functional dependency ‘project ( prototype’ is lost (this is because a project and, similarly, a prototype, may be worked on by more than one student; alternatively, this is because the second relation – (student, prototype) – enforces a transitive FD; these statements are not a necessary part of the answer). Solution (B) expresses all the functional dependencies that exist in the original relation. (The transitive FD, namely ‘student ( prototype’ is an inter-relation FD. This statement is not a necessary part of the answer).

Alternatively

The two relations of solution (A) are not independent, meaning that they cannot be updated independently. The two relations of solution (B) are independent. 

If any of the two explanations are correctly provided, award full marks.

QUESTION 5


Part 1
Consider the fragments of ER models depicted below (A, B1 and B2). They describe, in different ways, information about customers of a company that sells products over the Internet.
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(1) 
Transform model (A) into a relational model (i.e. one or more relations/tables). ‘shopping’ represents a shopping transaction and ‘totalSpent’ represents the sum of ‘cost’ for all the shopping transactions. You must state the candidate keys and foreign keys of the resulting relations.
[5]
(2) 
Consider, now, models (B1) and (B2). When they are transformed into relational models, in both cases, it is possible to use either one single relation that merges the attributes of both entities (due to the one-to-one relationship), or two relations linked via a foreign key.  For each case (A and B), discuss whether the merge should or should not be carried out.
[6]

Answer

(1)

Customer(name, email, userName, password)  
[1]

CKs:    name /* possible */
[1]

            email /* possible */

            userName

            password

/* if any of these keys is mentioned, accept the answer as correct */

Shopping(username, date, product, quantity, cost)
[1]

CK:      userName
[1]

FK:      userName REFERENCES Customer
[1]

/* Note: any of the keys for customer may be used here as a key */

If ‘totalSpent’ appears in any relation, deduct 1 mark. 

(2)

B1 – each customer must have credit card details stored in the database and each credit card details must correspond to one customer. Therefore, when transformed, the two entities may be merged into one single relation. [the following observation does not have to be made in order for the answer to be considered correct: credit card details may be stored in a separate relation for security reasons]
[3]

B2 – customers may be allowed to register only their personal information in the database, without having to provide credit card details. So, when transformed, the two entities may be merged into a single relation. However, this may result in many null values being entered into the relation (for the customers who do not provide their credit card details). Therefore, in this case, it is better not to perform the merge, and transform each entity into a separate relation (the link being implemented via a foreign key).
[3] 

Part 2
Define in brief the “Indexed Sequential Access (ISAM)” or “Ordered” file organisation structure. State the types of operations for which this structure is recommended. State the type of operations for which it is not recommended and their negative effect if they are performed.
[5]
Answer

The ISAM/Ordered file organisation structure refers to files where (the actual) tuples/records are physically ordered according to some attributes – the index filed.
[1]

This structure is recommended for retrievals using exact matching and range of values matching, both based on the index field.
[2]

This structure is not recommended when (many) updates are envisaged for the index filed.
[1]

Otherwise, the access sequence deteriorates [this is an optional part of the answer: because the index field is “static”, i.e. it is created when the file is created].
[1]

Part 3
Consider the following diagram regarding a clinic. It describes information about patients (name, address, etc.), doctors (name, surgery, etc.), and the appointments of patients with doctors (date, etc.). It is estimated that the clinic has around 50 doctors, deals with a number of around 5000 patients and the number of “active” appointments is about 1000 (as soon as a doctor sees a patient, the respective appointment is removed from the database).
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Transform the above diagram into a transaction usage map, considering the following three transactions/queries. For each transaction, state both the average and the maximum number of accesses per hour. Explain the assumptions and calculations you made to reach the chosen numbers..
(1) 
Patient checks personal details (on the Internet).
[3]

(2) 
Patient checks (on the Internet) his/her own coming appointments (information about doctors is not required in this transaction/query). 
[3]

(3) 
Secretary checks current day appointments (information about patients is required in this transaction/query).
[3]
Answer

(1) A reasonable assumption would be that a patient checks their personal details twice a year. If all patients check their details in different days, this leads to 5000/365 = 14 patients per day. Double this, to account for the restricting assumption that all patients check their details in different days ( 28 patients. Assume that there are 10 active hours (when patients may access the internet) ( in average 3 patients per hour check their personal details.

Maximum number --  probably safe to assume 50 patients per hour.


[3]

(2) Assumption: a doctor can see, on an average day, a number of 20 patients. There are, say, 10 doctors working each day. ( 200 appointments with the clinic per day. Therefore, 200 patients check at least twice the details of their appointments: once, to see if the appointment was correctly entered and once just before the appointment, to recall the exact details. ( 400 checks per day. Assuming a regular distribution during the day ( 400/10 = 40 checks per hour on average. 

The maximum number should not be too much higher; it is probably safe to multiply the average by 5 ( 200 maximum checks per hour.


[3]

(3) Every time a patient arrives for an appointment, the secretary will check the details. From the above assumption of 200 patients per day ( 200 checks per day. Assume half of them will have to return ( Another 100 checks for setting new appointments. Total 300 checks. Regular distribution per day ( 300/8 = 40 checks per hour (this clinic needs two secretaries to cope with this workload!!). 

It is safe to assume that the maximum number will not be much different, say 50 checks per hour.


[3]

Other assumptions can reasonably be made. The above ones were provided only as an indication. 
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The model explanations are too detailed. Less detailed explanations should be accepted as correct. If the student shows an understanding of the issue, even if the assumptions are not too reasonable, consider answer as correct.

Awards full marks for correct diagram and correct explanations; 3 marks per transaction: 1 mark for depiction in diagram and 2 marks for explanation. If the explanation is very good, but the diagram is not provided, still award full marks.

If wrong explanations are provided for a transaction (i.e. from which it can be inferred that the student does not understand the issue), award nothing (of the corresponding 3 marks). 

If only the diagram is provided and no explanations accompany it, but the figures are reasonable, award 4 marks. For a syntactically correct diagram, with unreasonable figures and no explanations award 1 mark.

QUESTION 6
[25]

Part 1
Describe the lost update problem (in the context of concurrency control), using a diagram in your answer.
Answer
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[3]
[optional: The retrieved values (with a view to the update) happen both before any of the updates.] 
Transaction A updates to a value r1. Transaction B updates to another value, over-writing the updated value r1. 








[1]

Part 2
Consider the following relations.


Patients

	patient_id
	user_name
	name
	address
	telephone
	DOB
	gender


Consultations

	patient_id
	date_seen
	doctor
	diagnosis
	treatment


Using views:

(1) 
define a security rule that allows a secretary, identified by the username ‘secretary’, to view the patients’ details (personal and about consultations), with the exception of diagnosis and treatment, which are considered confidential and thus should not be seen by the secretary.
[4]

(2)
define a security rule that allows each patient to view their own personal details (all stored in ‘Patients’).
[4]

Answer

(1)

CREATE VIEW SecretaryView AS

   SELECT patient_id, user_name, name, address, telephone, DOB, gender, date_seen, doctor

   FROM    Patients P, Consultations C

   WHERE  P.patient_id = C.patient_id
[3]

GRANT SELECT

ON        SecretaryView

TO        secretary;
[1]

If a student simply writes two separate but correct security rules, one for each relation, award 2 marks (one per correct rule).

(2)

CREATE VIEW UserView AS

   SELECT * 

   FROM Patient

   WHERE user_name = user();
[3]

GRANT SELECT 

ON UserView

TO PUBLIC;
[1]

Part 3
Discuss in brief two possibilities of storing the catalogue of a distributed databases system (point out the main advantage and/or disadvantage of each solution).

Answer.

the catalogue can be stored centrally, in one site; 

advantage: no update propagation to catalogue updates is necessary;

disadvantage: violates the principle of non-reliance on a central site; the central site becomes a bottleneck; further, if the central site is down, the whole database is down;

the catalogue can be fully replicated at each site;

advantage: eliminates the disadvantages that the previous solution brings;

disadvantage: huge effort for update propagations.

the catalogue can be disjointedly partitioned;

somewhere in between the previous two  

correct solution + correct statement of advantage OR disadvantage should be rewarded 2 marks.

consider the best two points.
[4]

Part 4
Consider the base relations depicted in Figure 1. The primary key for each relation is underlined. ‘pat_id’ in ‘Consultations’ is a foreign key referencing Patients. Consider also the view definition stated in Figure 2.


Patients

	pat_id
	name
	address
	telephone


Consultations

	pat_id
	date_seen
	doctor
	diagnosis


                         Figure 1                                                                      Figure 2

Consider the following insert operation attempted on ‘AllDetails’:

INSERT INTO TABLE AllDetails 

VALUES (‘P-5441’, ‘Bloggs, Joe’, ‘London, SE14’, ‘0207111222’, 

        ‘12/05/2004’, ‘Wilson, Bob’, ‘stress’);

(1)
Could this operation be carried out by a relational DBMS? Discuss in brief two possibilities or situations that may occur when the insertion is to be performed.
[7]

(2)
Based on this example, draw a general rule regarding insertion operations on views that are based on two joined relations. 
[2]

Although the syntax is that of SQL, you should consider the problem independently from any specific database language and/or DBMS.

Answer

(1) 

This operation could be performed by a relational DBMS.
[1]

Explanation:

Any update on a view has to be propagated to the base relations on which the view is defined.

The insert statement provides all the information necessary to be inserted into the base relations. 


[2]

Possibilities that may occur at insertion include:

1. if a tuple with ‘pat_id’ = ‘P-5441’ exists in ‘Patients’ AND either of the fields ‘name’, ‘address’ or ‘telephone’ are different from those provided in the INSERT statement, then reject the whole insert statement;

2. if a tuple with ‘pat_id’ = ‘P-5441’ exists in ‘Patients’ AND neither of the fields ‘name’, ‘address’ or ‘telephone’ is different from those provided in the INSERT statement, then move and check the conditions for the insertion in the second relation;

2.1 (in the context of 2.), if a tuple exists in ‘Consultations’ with the same ‘pat_id’ AND same values for attributes as those provided in the insert statement then do nothing;

2.2. (in the context of 2.), if a tuple exists in ‘Consultations’ with the same ‘pat_id’ and ‘date_seen’ AND one different attribute from the remaining ones then reject the update;

2.3. (in the context of 2.), if no tuple exists in ‘Consultations’ with the same ‘pat_id’ and ‘date_seen’ then insert one tuple in ‘Consultations’ based on the value provided in the insert statement.

3. if a tuple with ‘pat_id’ = ‘P-5441’ does not exists in ‘Patients’ then insert it accompanied by the values of the fields ‘name’, ‘address’ and ‘telephone’; in this case, also insert the tuple corresponding to ‘Consultations’ because it is guaranteed that no tuple with the same ‘pat_id’ existed beforehand.

If any of these situations (1, 2, 2.1, 2.2, …) is presented, not necessarily at this level of detail, but with sufficient details to show the understanding of the situation, then award 4 marks.
[4]

(2)

It can always be decided how to perform an insert operation on a view defined as a natural join of two base relations [one of which is linked to the other one via a foreign key] when values for all the attributes are provided in the insert statement.


Any formulation (not necessarily as detailed as the one above) that shows a good understanding of the situation should be awarded full marks.


[2]
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 CREATE VIEW AllDetails AS 


   SELECT   *


   FROM     Patients P, Consultations C


   WHERE    P.pat_id = C.pat_id;
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